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If it ain’t broke, don’t fix it.  That’s often how sort and hash memory areas are treated.  As long as users aren’t complaining, neither of the two areas are tuned.  If users start complaining about sort performance, one might increase sort_area_size by 50% and be done with it.  But, how do you know that these two areas are properly tuned?  If you’ve got a fixed amount of memory to dedicate per session to sorting and hash joins, how do you know that the memory is being divided properly between the two activities?  Read on to find out an easy method for tuning these two dynamic memory areas.

Sorts are performed anytime aggregation operations are performed.  These include COUNT, GROUP BY, and ORDER BY clauses of SQL statements.  Sorts are also performed by maintenance operations such as the construction or rebuilding of indexes.  Hash joins are typically the most efficient join method when a small row source is joined to a larger one.  The hash memory area is used to store a bitmap representation of the smaller row source during the join operation.  Optimal performance of both operations will be achieved if they are performed entirely in memory.

Sort and hash areas are allocated on a per-session basis in the Process Global Area (PGA).  Once this memory has been allocated in the PGA, much of it is likely to remain allocated for the life of the server process.  This may account for a significant percentage of total memory usage on the server host.  The parameters that control the maximum amount of memory that may be allocated for sorting and hash joins are sort_area_size and hash_area_size respectively.  The default for sort_area_size on most systems is 64K bytes.  For hash_area_size, the default is twice the value of sort_area_size.   Obviously, the correct values for real-world databases will vary greatly.  A pure OLTP database is likely to require less sort area than databases that are used for batch processing and reporting.  Data warehouse environments may require astronomical amounts of space for these operations.  These parameters are set in the database initialization file, however they can also be changed using the ALTER SYSTEM and ALTER SESSION commands beginning in Oracle Enterprise Server 8.0.

If there is insufficient memory to perform the operation entirely in memory, then temporary disk segments will be used for part of the operation.   In the past, the performance of disk sorts was sometimes dreadfully slower than memory sorts.  With the current generation of high performance disk subsystems, and Oracle’s ability to take advantage of direct path operations for performing sorts and hash joins, performance of disk-based operations has improved significantly.  So now we can consider what percentage of disk-based sorting and hash join operations will produce acceptable performance.  The goal here is to use system memory in a prudent manner.  If we find that a memory sort area smaller than the current value will not significantly reduce performance, then perhaps that memory could be better used elsewhere.  For example, we might find that hash join performance will significantly improve with more memory.  Or we may be able to significantly improve the performance of nightly index rebuild jobs, or large report queries by substantially increasing the sort area of the sessions that perform those operations.

Before tuning these parameters, it would be useful to review the top 25 highest resource-consuming queries to determine if they are properly tuned.   If they are not tuned correctly, they should first be tuned before the following database parameters.  Untuned queries may affect the amount of sort and hash area that is being used.  To tune these areas, we first want to determine the performance of the current parameter settings.  The following query against v$sesstat will show information about sorts across the entire database.  The values of sort_area_size and hash_area_size for this database are 1MB and 2MB respectively.

SELECT name, value

  FROM v$sysstat

  WHERE name like 'sort%'

UNION

SELECT 'disk sort percent', TRUNC(a.value/(a.value+b.value)*100,2)

  FROM v$sysstat a, v$sysstat b

  WHERE a.name = 'sorts (disk)'

  AND b.name = 'sorts (memory)'

UNION

SELECT 'rows per sort', TRUNC(c.value/(a.value+b.value))

  FROM v$sysstat a, v$sysstat b, v$sysstat c

  WHERE a.name = 'sorts (disk)'

  AND b.name = 'sorts (memory)'

  AND c.name = 'sorts (rows)';

NAME                        VALUE

---------------------- ----------

disk sort percent             1.6

rows per sort                 149

sorts (disk)                7,211

sorts (memory)            448,421

sorts (rows)           68,084,831

The disk sort percent measure is the percentage of all sorts that use disk.   A good target for non-data warehouse systems is to maintain a value at or below 5 percent.  Ultimately, it is the end-users’ subjectivity that will be the best judge of the correct percentage for your database.  We also see that for each sort, the average number of rows sorted is 149.  Based upon the 1MB sort area size, this value indicates that most of the sorts are small, with some larger disk sorts occurring as reports are generated.  Since the percentage of disk sorts is low, we may choose to reduce the value of sort_area_size if the memory would be better used elsewhere.  It’s likely that a value of 128KB of sort memory will be sufficient to perform the average sort.  The point here is that more is not necessarily better, it’s likely just wasted memory.  

SELECT s.sid, u.segtype, blocks

  FROM v$sort_usage u, v$session s

  WHERE u.session_addr = s.saddr;

       SID SEGTYPE     BLOCKS

---------- --------- --------

        11 HASH           128

        14 HASH           128

        22 SORT           128

        23 HASH           128

        31 HASH           128

        62 HASH           128

        37 HASH           128

The second query produces information about temporary segment utilization.  The segtype column indicates the purpose of the temporary segment.  Here we see that the majority of temporary space is being used for performing hash joins.

If we have more system memory to throw at sorting and hash joins, we could simply increase the value of hash_area_size to improve hash join performance.  If we had a limited amount of memory dedicated to performing sorts and hash joins, we could improve hash join performance by reducing sort_area_size by 512KB as a start, and increasing hash_area_size by 512KB.  This would not likely compromise the performance of most disk sorts.  More sorts would occur on disk, but the performance of those sorts may be acceptable.  Remember that since these two parameters affect every server process, we must multiply each parameter by the total number of sessions to determine the maximum amount of memory that may be utilized for each type of operation.

If the disk sort percentage was 35% and many temporary disk segments were being created for both sorting and hash joins, then our only alternative would be to increase the value of both parameters to improve performance.  This might require adding more memory to the host system.  The queries above are useful for determining a good balance between the two values.

There are two alternatives for testing the changes.  Once the sort and hash parameters have been changed in the paramter file, simply shutdown and restart the database instance.    After the parameters have been changed, rerun the above queries to verify objectively how performance changed.  It would also be useful to check with the end-users to subjectively determine the effects.  

If it’s not convenient to shutdown and restart the database, then the sort and hash parameters can be changes using the ALTER SYSTEM command.   If this method is used, bear in mind that the above query against V$SYSSTAT will not accurately show the sorting statistics after the changes have been made, because the values in the dynamic performance views are not reset until the database is shut down.    To determine the effect of the changes, one can use STATSPACK to view the differences in V$SYSSTAT after the sort and hash parameters have been changes.    Using ALTER SYSTEM to change the sort and hash parameters will only affect the current instance.   The parameter file should ultimately be changed so that when the database is shutdown and restarted, the changes will affect the new instance.  

Tuning is a process that may require several iterations before you are satisfied with performance.  The best approach, if possible, is to make a series of smaller changes rather than one big one.

In summary, sorting and hash join operations occur frequently and their associated memory areas should be periodically tuned for optimal performance and memory usage.  The highest level of performance is achieved when these operations occur entirely in memory.  If insufficient memory is available, part of the operations will utilize temporary segments on disk.  By examining various sorting and hash join metrics from the dynamic performance views, it is possible to determine if the memory areas are sized correctly.  Once new values are chosen, the database can be bounced, and performance verified.  Several iterations may be necessary to achieve optimal performance for a fixed amount of memory dedicated to sorting and hash joins.

